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Abstract
Uniform volumetric data contains values recorded at constant intervals in three
dimensions of space. The time and space complexities of many algorithms for
volumetric data are both O(n), where n is the number of cells in a three-dimensional array
containing the data.
Visualization is often applied to volumetric data to aid in understanding. To
visualize volumetric data with an indirect approach, the Marching Cubes algorithm is
used to produce a polygon model corresponding to every implicit surface in the data.
Such models can be displayed quickly on consumer level hardware. We describe an
algebra, algorithms and data structures suited to manipulating, storing and visualizing
uniform volumetric data appropriately for indirect visualization. To enable manipulation
of volumetric data, we introduce the Indirect Constructive Volume Geometry (ICVG)
algebra and provide descriptions of primitives for volumetric data presented through
indirect visualization. The concept of a volume sampling function is defined, and
functions are provided for cuboids, ellipsoids, cylinders and cones. The algebra and
associated primitives facilitate authoring of complicated volumetric content.
To store uniform volumetric data in memory, a data structure called a brick octree
can be used. This structure reduces memory requirements by removing duplicate portions
of the data. To store uniform volumetric data in files, we devised the Voxel Object
Definition (VOD) file format, based on directly encoding a brick octree. The VOD file
format has advantages over the RAW format on consumer level hardware, where memory
and storage requirements are critical. It reduces these requirements through duplicate
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brick removal and inlined lossless compression. In our experiments, the method achieved
compression ratios ranging from 1.58 : 1 to 52.18 : 1.
To improve the speed of indirect visualization of uniform volumetric data,
geometric mip mapping and parallel processing can be applied to the brick octree data
structure in a system called Isovox. In our experiments, speed ups of between 2.41 and
2.96 were observed on a machine with a single processor comprised of four cores when
extracting surfaces in parallel using the brick octree structure. Speed ups between 137.57
and 147.35 were observed when extracting a surface at a lower resolution than the
original data.
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Chapter 1
Introduction
Uniform volumetric data (henceforth volumetric data) contains values recorded at
constant intervals in three dimensions of space. Such data are utilized in a variety of
fields, including information visualization, medical imaging and interactive
entertainment. As the technology for generating volumetric data becomes increasingly
powerful, the resolution of the resulting data increases, and so do the computational
demands placed on systems utilizing them. The time and space complexities of many
algorithm designed to deal with volumetric data are both O(n), where n is equal to the
number of cells (crs) and c, r and s, respectively, represent the number of data samples in
the columns, rows and slices of a three-dimensional array containing the volumetric data
[39].
Visualization is often applied to volumetric data to aid in understanding. A
software system that takes volumetric data, processes them and produces a visualization
is called a volume visualization system. Such a system can perform visualization using
direct or indirect visualization. An indirect volume visualization system performs surface
construction (also called isosurface rendering or surface reconstruction), which attempts
to explicitly identify surfaces from volumetric data, build polygon models corresponding
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to these surfaces, and then visualize the models [24]. Surface construction has a worst
case pre-processing time of O(n) [39].
Section 1.1 briefly discusses the motivation for the research described in this
thesis. Section 1.2 defines the problem addressed by this research and outlines our
original contributions. Section 1.3 presents the outline of the remainder of this thesis.

1.1 Motivation
Increasing the speed, memory efficiency and flexibility of volume visualization
systems would be beneficial to many current and future applications. Interactive
entertainment would benefit from increased speed and memory efficiency because larger,
more detailed virtual worlds could be visualized. The increased flexibility would
especially enhance the ability to perform real-time modification of large volumetric data.
At present, Worms 3D uses a volume visualization system and surface construction to
produce a destructible virtual world, but the size of the world is limited [46]. The
technology proposed in this thesis would enable game developers to manipulate larger
dynamic virtual worlds, in which anything could be destroyed or created. These virtual
worlds could then be used to replace traditional height-map terrains and allow for
concave features such as overhangs and tunnels. Manipulating such worlds would
require data structures and algorithms well suited to real-time visualization and
modification of volumetric data.
Potentially, future medical imaging could also benefit from this technology.
Current medical imaging systems, such as computed tomography (CT) and magnetic
resonance imaging (MRI) scanners allow physicians to visualize data representing body
2

parts as three-dimensional objects. Existing medical imaging systems are effective at
displaying static data obtained from these scanners, but few of these systems allow
interactive modification of the data during visualization. Modification of volumetric data
could be employed during training of medical personnel and while planning surgical
procedures. Training on virtual body parts would allow students to perform complex and
dangerous procedures without consequences. Experienced practitioners would benefit
from the ability to plan a surgical procedure on a specific patient with that patient's data.
Current research allows for manipulation of a volumetric tooth model to perform dental
surgery simulation [44]. Better techniques for modification of volumetric data are
required before such techniques can be used more extensively.
The polygon models produced by indirect visualization are well suited to
interactive entertainment. These polygon models are already in a format appropriate for
most physics engines designed for interactive entertainment. This allows for complex
physics simulations, including static models, rigid bodies, soft bodies and joints. The
visualizations can be enhanced by using well understood polygon shading techniques.
Additionally, indirect visualization allows polygon-based models from any source to be
integrated into the visualizations.
For a volumetric visualization system to be flexible it must be able to create and
modify volumetric data and visualize the results in real-time. The operations that modify
the data should have intuitive consequences. Typically such operations will effect
localized areas of the volume. We require the ability to update data in localized areas in
the volume while achieving fast access and memory efficiency.
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1.2 Problem Statement
This thesis provides a foundation for efficient indirect visualization and
manipulation of volumetric data. It aims to show that indirect visualization and
manipulation of volumetric data are suitable for interactive applications. In order to
achieve this aim, a volume visualization system is needed that supports manipulation,
storage and visualization of volumetric data in a manner appropriate to indirect
visualization. As original contributions to research, new methods are proposed to
improve each of manipulation, storage and visualization.
To address the need for manipulation of volumetric content appropriately for
indirect visualization, we introduce an algebra called ICVG. For the ICVG algebra, we
define some typical unary and binary constructive geometry operations. As well, we
provide detailed descriptions of primitives to serve as building blocks for volumetric
data.
To address the need to store volumetric data appropriately for indirect
visualization, we introduce the brick octree approach, which partitions the volumetric
data into manageable subspaces. The brick octree approach is effective for the parallel
visualization of volumetric data through surface construction. We demonstrate its
effectiveness for multi-core personal computers (PCs). We also introduce the Voxel
Octree Definition (VOD) file format, which is designed to efficiently serialize the brick
octree representation. This format provides reduced loading times, random data access
and reduced memory and disk space requirements.
For visualization, we introduce two methods of increasing performance. Firstly,
we utilize the brick octree structure to perform parallel surface construction. Secondly,
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we describe a camera-dependent, level of detail scheme for reducing the amount of
volumetric data that needs to be processed.

1.3 Structure of Thesis
The remainder of this thesis is organized as follows. In Chapter 2, related
research is discussed. Existing file formats for volumetric data are described and
previous work on visualizing such data is reviewed. The direct and indirect methods of
visualizing volumetric data are presented, as well as the concept of level of detail.
Background work on the Constructive Solid Geometry (CSG) algebra is described
including the base operations and an example of an operation tree. The Constructive
Volume Geometry (CVG) algebra for manipulating volumetric data is also discussed.
Chapter 3 describes the ICVG algebra. This algebra is a range restricted version
of CVG designed for indirect visualization. We define the virtual volume sampling
function for defining volumetric primitives. Artifacts seen in naive implementations of
standard primitives are described and means of avoiding them are presented in our
definitions of the cuboid, ellipsoid, cylinder and cone primitives. As part of the ICVG
algebra, several binary and unary operations are defined for combining primitives and
other volumetric content.
Chapter 4 discusses the brick octree approach to storing volumetric data in
memory, as well as the VOD file format, both of which help facilitate parallelism. The
pyramidal pointer octree is defined to enable direct access to collections of volumetric
data based on world position and data granularity. Our approach to sampling the
volumetric data at different levels of detail is defined. We also describe our
5

implementation of the brick octree approach in a system called Isovox, which supports
parallel processing.
Chapter 5 presents empirical results comparing our approach to storage and
visualization to traditional methods. Rendering a surface using the brick octree and a
parallel algorithm is compared to a linear approach. The VOD file format is compared
against the RAW format for file size and loading time. Speed up due to level of detail
reduction is also evaluated at multiple processor affinities. Finally, speed up results for
adaptive LOD visualization are presented.
Chapter 6 concludes and summarizes our findings. Possible future extensions to
the system are also described, with specific attention paid to the handling of very large
volumetric datasets.
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Chapter 2
Previous Work
In this chapter, we survey relevant previous work. Section 2.1 describes the
concept of a voxel and a variety of file formats for volumetric data. Section 2.2 discusses
techniques for visualizing volumetric data. Section 2.3 details the concept of level of
detail in graphics. Section 2.4 describes Constructive Solid Geometry. Section 2.5
contains the traditional Boolean operations for Constructive Solid Geometry. Section 2.6
examines the Constructive Volume Geometry algebra for manipulating volumetric
content.

2.1 Voxels and Voxel Files
The World Coordinate System (WCS) is a theoretically unbounded 3D domain [7].
All spatial objects in a virtual scene are positioned within the WCS. A Field Coordinate
System (FCS) is a bounded 3D domain [ x 1 , x 2 ] × [ y 1 , y 2 ] × [ z 1 , z 2]
 x 1x 2 , y 1 y 2 , z 1z 2 , where [a, b] is the closed interval of the integers from a to b
[7]. In the case of volumetric data stored in an array, the relevant FCS domain is
[0, c−1] × [0, r −1] × [0, s−1] .
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Here, a 3D space is called a volume. A voxel represents a single unit in such a
space. We assume that any voxel can be identified by three nonnegative indices, called
the voxel coordinates, selected from the FCS domain for the volume. A voxel can have
various values, such as density, much like a pixel contains colour information. A voxel
is the volumetric version of a pixel.
The positions of voxels can be stored explicitly or implicitly. If positions are
stored explicitly, then a voxel can be represented by a position and an associated set of
values, where the position is specified as voxel coordinates. Storing individual
coordinates for each voxel can be computationally cumbersome and spatially inefficient.
In contrast, positions can be stored implicitly. Consider that positions of individual pixels
are not explicitly stored in a bitmap; instead they are inferred from the position of the
value within the file. Volumetric data stored in this manner are called voxel data. Such
data are stored in memory in voxel arrays or in files called voxel files.
Three of the best known simple formats for voxel files are the RAW, RAWVOX and
BINVOX formats. The RAW format for a voxel file stores voxel data without a file
header or any form of compression. As the name suggests, this format simply places the
unaltered values for the voxels into a file in column-row-slice order. The RAWVOX
format, which is a similar format, extends the RAW format by adding a simple file header
that specifies the number of voxels in each dimension and the size in bytes of the values
stored for each voxel [42]. This additional information allows a program to interpret a
voxel file without out the user having to specifying the metadata about the file.
A RAW or RAWVOX voxel file has O(n) space requirements, where n is the
number of voxels. To reduce space requirements, other voxel file formats have been
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developed that remove some repetition through compression. The BINVOX format uses
run-length encoding to compress voxel data [37]. Although run-length encoding can
drastically reduce the size of a voxel file, the compressed data must be decompressed in
memory before a surface construction algorithm can be applied [37].
When visualizing or manipulating large volumetric data sets in parallel, it is
convenient to have random access to contiguous 3D collections of voxels. The RAW,
RAWVOX and BINVOX formats do not provide this access conveniently. Suppose we
want to access an 8x8x8 subspace of voxels in a larger space of voxels. Since each row of
the original voxel array is written in its entirety to the file, the contents of the subspace
will be scattered across the file, in locations corresponding to 8 portions of each of 8
rows.
The f3d file format is a free open source format that can handle multiple kinds of
volumetric data [45]. A set of command line tools are available for processing,
segmenting and visualizing volumetric data in the f3d format. With f3d, data is stored in
a series of slices (or cross sections), which allows each slice to be compressed and
accessed independently. In order to access a sub volume of data in f3d, all relevant slices
must be decompressed in their entirety. If each slice were large this access method may
become cumbersome.
Medical imaging systems commonly store volumetric data according to the
DICOM standard [38]. This standard encompasses storing, printing and transmitting of
the data. The DICOM file format is purposefully general, allowing for a series of data
elements of various types to be stored in the same file. To the best of our knowledge
volumetric data is most often stored as a series of compressed slices.
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Arguably, an ideal format for a voxel file would have the following features. It
would minimize file size, loading time and memory space. It would contain meta data
specifying the dimensions of the voxel array and the data type of the voxel values. It
would also facilitate parallel operations, by allowing efficient random access to
contiguous collections of voxels. That is to say, it would provide a convenient facility for
accessing a small subspace within the overall space.

2.2 Visualization of Volumetric Data
To visualize volumetric data, two broad approaches are used: direct and indirect. In
the direct approach, each value is visualized directly using a process called volume
rendering [30]. Volume rendering works directly with the data to produce a visualization.
For example, when visualizing volumetric clouds each voxel could be directly visualized
as a patch of colour varying from transparent to opaque depending on the voxel value.
The main advantage of the direct approach over the indirect one is its ability to perform
translucent renderings [14]. A variety of techniques, including ray casting [22], splatting
[27] and shear warp [25], have been devised for volume rendering. Many direct
techniques achieve real-time visualization performance [23][8]. Some direct volume
rendering techniques utilize costly preprocessing steps, which reduce the number of
voxels that are examined when the image is subsequently rendered [4]. Such techniques
are not ideal for visualizing volumetric data that is frequently modified. In the indirect
(or polygon) approach, a three-dimensional polygon model representing the surface is
constructed and then visualized. The polygon model can be visualized repeatedly from
different vantage points without having to reconstruct it. When visualizing clouds, a
10

polygon model of each cloud could be constructed and then visualized. The polygon
model (or polygon mesh) typically consists of a list of vertices and edges, which can be
displayed in most three-dimensional rasterization systems, such as OpenGL [51] and
DirectX [3]. A polygon model built from polygons can be readily and efficiently
visualized and manipulated with modern graphics processors. This polygon model can
also be used when performing interactive physics calculations, such as those required for
collision detection [50]. We concentrate on indirect approaches in this paper.
Multi-core CPU processors are now common in consumer hardware, which
allows us to parallelize the task of visualizing voxels on such hardware. Both the direct
and indirect approaches can be adjusted to take advantage of consumer hardware having
multiple processing cores. To provide a parallel indirect approach, a polygon model of
the surface can be constructed in parallel. Previous work has been done on parallel
surface construction for a variety of architectures, as will be discussed shortly.
The most widely known method for surface construction from voxel data is the
Marching Cubes algorithm [33]. The algorithm uses a unit of processing called a cell. A
cell is composed of a voxel value at (i, j, k) and seven of its neighbours, as shown in
Figure 1.

Figure 1. Cell for the Marching Cubes algorithm
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The surface threshold of an object is defined by specifying a minimum density;
only voxels with density values above this minimum can be considered to be within an
object. The algorithm marks voxels in a given cell that are above the surface threshold.
Using this information, it decides whether or not a given cell partitions an object from the
outside world. In other words, it detects cells that form the boundary of an object. If a
cell does so, then it is a part of a surface, and the algorithm constructs a small number of
polygons that form the portion of a surface corresponding to the cell.
To construct the polygons corresponding to a cell, the algorithm utilizes a look up
table of possible polygon partitioning shapes. Each cell is examined to determine which
of the eight sampling points are within the surface. There are a total of 256 (28) possible
configurations for each cell. The total number of configurations can be reduced by
considering reflections and symmetrical rotations of each configuration [33]. Figure 2
illustrates the fifteen unique cell configurations shown in the original Marching Cubes
paper [33]. The cube configurations are designed in such a way that when placed
together they produce a visibly solid surface.

Figure 2. Look up table for the Marching Cubes algorithm [33]

12

To create more accurate surfaces, the vertices of the resulting polygon model are
manipulated. Each vertex of the polygon model is positioned on its cell's edge such that
it is linearly interpolated between the two voxel values connected to that edge according
to where the surface might be.
For example, consider the second cell in the first row in Figure 2. Suppose that
voxel values are stored as bytes in the range of 0 to 255, and the surface threshold is 128.
Also suppose that the density value in the bottom left voxel is 220 and the value at the
voxel immediately to its right on the X axis is 77. In this case linear interpolation yields:
 High−Threshold  220−128
=
≈ 0.64 .
 High− Low
220−77
Thus, we place the vertex on the X axis at a fractional offset of 0.64 from the bottom left
voxel to the bottom right voxel. Linear interpolation is only performed when one voxel
value is above the surface threshold and the other is not. This step modifies the surface
of the polygon model to better fit the surface implied by the volumetric data. The
resulting model quality can be improved through smoothing during postprocessing or
alternative techniques such as edge transformations [10].
Previous attempts at producing a parallel implementation of the Marching Cubes
algorithm on multiple processor architectures were able to achieve linear speed ups per
processing unit and processor. Hansen and Hinker developed a system that functioned on
a SIMD architecture computer with 65536 processors [16]. Mackerras developed a
surface construction method that scaled well on a parallel MIMD super computer with
between 64 and 1024 processors [34]. Those experiments focused entirely on the
Marching Cubes algorithm and the results did not take into account an entire volume
visualization system, which may also include the sequential tasks of loading volumetric
13

data from disk and transferring the polygon models to the GPU.
Recent work on surface construction and volume rendering has focused on the use
of an octree to represent the voxel data. An octree is a specialized tree data structure
where each internal node has up to eight branches [49]. Conceptually, the octree method
partitions an axis-aligned three-dimensional space based on three axis-aligned mutually
perpendicular planes, which divide the space into eight subspaces, and then repeats this
process recursively. Figure 3 shows the correspondence between an octree (on the right)
and a cubic volume of space that has been partitioned twice (on the left). In the figure,
the space has been partitioned into eight equal-sized subspaces twice, resulting in a final
partitioning into 64 subspaces. Levels in the octree are numbered, beginning with 0 for
the root node.

Figure 3. Octree subdivision
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Wilhelms and Van Gelder described an octree-based indirect visualization
approach, subsequently known as a min/max octree approach [49]. They represent
volumetric data using an octree where each node stores the minimum and maximum
value in the subtree for which it is the root. These values are determined by propagating
the lowest and highest values from the leaf nodes upward. When performing the
Marching Cubes algorithm with a min/max octree approach, only subtrees of the octree
where the minimum value is less than the surface threshold and the maximum value is
greater than it need to be examined, because these subtrees correspond to the only
locations where a surface can exist. This min/max octree approach increases the time
efficiency of the Marching Cubes algorithm by spending less time examining areas of
space where surfaces do not exist.
Olick proposed a direct visualization approach based on a sparse octree [40]. The
octree is sparse because any node that has homogeneous children is made into a leaf
node. Only individual voxels are stored. The sparse octree is used in conjunction with a
direct visualization technique called ray casting to allow parallel visualization. Using a
direct approach increases the potential for parallel processing because no surface
construction step is required. Instead, the problem of visualizing the volume is
decomposed into per pixel tasks, each of which can be processed independently [30].
Although each pixel task requires more complex computations than a traditional
rasterization method would, the resulting tasks are completely independent of one
another. Since each pixel task is independent, a larger portion of the rendering code can
be performed in parallel.
Crassom et al. produced the GigaVoxels parallel volume visualization system,
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which represents partitioned volumetric data with an N3 tree [8]. An N3 tree is a
generalization of an octree where there are N3 children at each nonleaf node. They
reported results where N is 2 and 3. The GigaVoxels system is designed for GPU-based
direct visualization. Voxels are partitioned into 3D collections called bricks. A brick is a
small three-dimensional array of voxel data. In other research, Grimm et al. found that a
good brick size for direct rendering is 323 [13]. The N3 tree stores a reference to a brick
for each tree node. The N3 tree is stored as a 3D texture to allow it to be traversed in
GPU memory. Each level of the octree corresponds to a different level of detail, with the
greatest detail at the lowest level. When producing a visualization, their approach
traverses down the N3 tree, examining multiple levels of detail, and stops when adding
further detail would be insignificant.
Knoll et al. created a direct volumetric visualization system utilizing coherent
bounding volume hierarchy (BVH) traversal [23]. They are able to visualize large data
sets in parallel on two four-core CPU's without using a level of detail scheme by
performing their BVH preprocessing step. The BVH is queried when performing a ray
casting in order to reduce the number of samples taken. The lack of level of detail
produces aliasing artifacts. Knoll et al. reported performance of 5.7 frames per second
when visualizing a data set with dimensions 2048x2048x1920. They used consumer
level hardware with dual i7 processors and 32 gigabytes of main memory. This data set
required a preprocessing time of roughly 4 minutes, which compared favourably to the 30
minutes required to produce a sparse octree representation for the same data set. The
presented system did not support compressed data.
Williams presented a parallel indirect visualization approach [50]. He partitioned
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the volumetric data into small subspaces called blocks (here called bricks). These bricks
facilitate compression of the volume data, as explained in Section 3.1. Williams reported
compression ratios ranging from 1.85 to 9.64. The data were also divided into subspaces
called regions and the Marching Cubes algorithm was applied in parallel on these
regions. Unlike bricks, regions share voxels on the faces, edges and corners with the
neighbouring regions. Williams performed parallel speed tests, where the surface
extraction times were measured on one to four threads on a four-core CPU. Williams
reported speedups between 3.3 and 3.6 times, depending on the data set, from one to four
threads (presumably run on four CPU cores). These results measure surface extraction
time and do not include the sequential tasks of loading volumetric data from disk and
transferring the polygon models to the GPU.
Geiss developed the Cascades demo to showcase the ability of modern graphics
cards to perform indirect volumetric rendering [12]. His system showed how geometry
shaders could be used to replace the surface construction phase, which is traditionally
CPU-bound. The demo was limited to physics calculations treating the objects as single
points and static geometry. Firefly entities were represented as vertices and collision
detection was performed against the volumetric data. Flowing water was also simulated.
The demo shows the potential for GPU-based indirect volumetric rendering.
Table 1 summarizes the characteristics of the voxel visualization systems
surveyed here. To facilitate later comparison, the Isovox system described in this paper is
also included in Table 1.
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Table 1. Summary of surveyed voxel visualization systems
Apporach
Hansen and
Hinker [16]

Visualization
Method

Division
Scheme

Compression

Voxel Level
of Detail

Parallel

Indirect

None

None

None

Yes

Mackerras [34] Indirect

None

None

None

Yes

Wilhelms and Indirect
Van Gelder [49]

Octree

None

None

No

Olick [40]

Sparse Octree Sparse Octree

None

Yes

Direct

3

3

GigaVoxels [8] Direct

Brick N tree

Duplicate
N Mip-Map
Brick Removal Pyramid

Yes

Knoll [23]

Direct

BVH

None

Yes

Williams [50]

Indirect

List of Bricks, Homogeneous Leveled Mip- Yes
Brick Data
Duplicate
Map Pyramid
Brick Removal

Geiss [12]

Indirect

None

None

Isovox (ours)

Indirect

brick octree

Duplicate
Octree Mip- Yes
Brick removal, Map Pyramid
Inlined Brick
compression

None

None

Yes

2.3 Level of Detail
Level of detail (LOD) allows us to visualize a scene with some portions replaced
by less expensive approximations. Two approaches are commonly used to visualize a
polygon model that exceeds available system resources. Firstly, with uniform LOD, the
model is viewed at uniformly reduced granularity. The uniform reduction of details from
the model results in reduced system requirements to visualize the model. Reductions
occur in the amount of data needed in memory during surface extraction, as well as the
number of polygons in the resulting model. The disadvantage of the uniform LOD
approach is that the model has uniform quality throughout, even though some parts are
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more prominent in the visualization. The second approach, adaptive LOD, sometimes
called view-dependent visualization, selects approximations to portions of the scene
based on the camera's position and orientation in the scene.
Adaptive LOD techniques have been successfully applied to a variety of
interactive entertainment applications. These techniques focus directly on the polygon
model. The ROAM adaptive terrain algorithm was developed for polygon-based data
[11]. The algorithm responds to changes in the frustum of the viewing camera by
increasing or reducing detail on the terrain in the region inside the frustrum. Working
directly with polygon-based data, ROAM is able to produce minute or enormous
simplifications to a terrain model at regular intervals in space. Lindstrom et al. discussed
the concept of block-based terrain simplification [31]. Collections of vertex data are
grouped together, and their level of detail is adjusted simultaneously. The update process
is simplified because fewer adjustments need to be considered. The research also showed
that polygon-based LOD still produced fewer polygons than block-based LOD. Xia and
Varshney presented a strategy for adaptive LOD where the LOD representations were
precomputed in advance and then referenced during run-time [52]. Like ROAM, their
approach worked with polygon data, but it was not restricted to relatively flat, terrain
style models.
Although this kind of optimization is possible on polygon models generated from
volumetric data, it is impractical to perform if the initial polygon model cannot be
generated. Lamphere and Linebarger presented a technique for providing uniform LOD
on voxel data [26]. Their technique used Olick's sparse voxel octree approach [40] to
represent the volume. By performing surface extraction at varying heights of the octree,
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they were able to produce multi-resolution surfaces at differing resolutions.
Gigavoxel based their adaptive LOD for voxel data on the camera's frustum [8].
Adaptive frustum LOD examines only portions of the model that are currently visible in
the frustum, and provides higher quality resolution data closer to the camera. This has
the advantage of being able to cull, from memory, any voxel data that is outside the
frustum. Unlike the previously mentioned adaptive LOD schemes, adaptive frustum
LOD works in voxel space, rather than model space. The advantage is that we do not
have to generate the costly high resolution polygon model before we are able to visualize
a lower resolution substitute. Figure 4 shows how this approach samples a highly
detailed terrain model. The areas closest to the camera contain the most sample data
points, while the areas further away contain fewer.

Figure 4. Adaptive frustum LOD

When performing adaptive LOD for indirect volumetric rendering, cracks
(sometimes called seams) may appear at the edges between two polygon models
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representing different levels of detail. A crack is a visible discontinuity in a surface that
is expected to be continuous. The Transvoxel algorithm provides a method for handling
these cracks by appending extra polygons to the edges of the polygon model [28]. These
extra polygons are produced by considering both the high and low resolution volumetric
data. The additional polygons are used to connect a higher resolution polygon model to a
neighbouring lower resolution one. Similiar discontinuities also occur in direct
volumetric rendering [32].

2.4 Constructive Solid Geometry
In computer graphics, Constructive Solid Geometry (CSG) is a modeling
technique that facilitates the rapid construction of geometric data [43]. Complex scenes
can be constructed by applying a series of so-called Boolean operations, such as union,
difference and intersection, to small sets of 3D objects. The technique's effectiveness
hinges on the idea of combining well-defined, relatively simple 3D objects called
primitives, through the use of Boolean operators. Since well-defined objects are used as
the basis for geometry construction, the resulting compound object retains the same welldefined nature as the primitives from which it was made.
The conceptual simplicity of working with a few, relatively simple primitives
enables users to create models quickly, as is required in the interactive entertainment
industry. By having only a few primitive objects, an artist can easily conceptualize the
construction of a scene through its parts. This conceptualization is similar to how a
cartoon artist first defines the main geometric form of a character, and then fills in details.
The well-defined nature of CSG is suited to engineering tasks [36]. Using this
method of construction allows artists and engineers to produce geometry that is
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guaranteed to be solid [43]. For example, if an engineer wishes to design an engine
compartment that is water tight in a CAD environment, CSG can help. The engineer can
start with a solid cube, and then use other primitives to carve cavities within it. If no
action is performed that pierces the surface of the cube, then the resulting cavity is
guaranteed to be fully enclosed and thus water tight.
CSG primitives are easily combined into more complex and interesting shapes
called compound objects. In Figure 5, three common primitives are shown: a sphere, a
cube and a cylinder. These primitives are easily defined mathematically, and thus the
mathematical properties of any resulting compound object can be readily calculated.

Figure 5. Constructive Solid Geometry primitives

As previously mentioned, CSG techniques have been succesfully applied to a
multitude of domains. In interactive entertainment, CSG has gained popularity as a
method for modelling interior environments. Valve Software's Hammer editor
implements CSG [47]. Hammer has been used sucessfully in commercial computer
games, including Half-Life 2, Portal, Team Fortress 2 and Counter-Strike Source. The
editor provides wedge, torus, spike, sphere, cylinder, block and arch primitives, which
can be combined using CSG operations into more complex shapes. Figure 6 shows the
wireframe view of a scene created using the Hammer editor. The structural geometry in
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this scene was defined using the standard primitives provided by the editor. The resulting
interior environment modelled in Hammer is presented in Figure 7. Texture mapping and
environmental effects were applied to the compound objects, and the results were
rendered by the Source engine [47].

Figure 6. Wire-frame view of a scene in the Hammer editor

Figure 7. A scene from Half-Life 2
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2.5 Boolean Operators for CSG
The operators used in CSG have traditionally been called Boolean operators [43].
Boolean operators allow CSG to describe novel shapes through a series of relations
between two objects. The most common operators are: union, difference and
intersection.

2.5.1 Union (∪)
The union of primitives A and B produces a new piece of geometry that
encompasses the volume of both A and B. Figure 8 shows A ∪ B, the union of a cube A
and a sphere B, for a particular combination of locations and sizes of these primitives.
Union is symmetric, i.e.
A ∪ B = B ∪ A.

Figure 8. Union

2.5.2 Difference ( - )
The difference of primitives A and B results in a new piece of geometry that
encompasses the volume of A, less the shared volumes of A and B. In practice, this
operator is often referred to as the carve operator, because it allows artists to carve into a
piece of geometry [53]. Figure 9 shows A - B, the difference of a cube A and a sphere B.
Difference is asymmetric, i.e. in general
A − B ≠ B − A.
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Figure 9. Difference

2.5.3 Intersection (∩)
The intersection of primitives A and B results in a new piece of geometry that
contains only the volume where A and B overlap. Figure 10 shows A ∩ B, the
intersection of a cube A and a sphere B. Intersection is also symmetric.

Figure 10. Intersection

2.5.4 Boolean Operation Tree
Boolean operations can be performed in sequence by applying them to the results
of a previous iteration. Figure 11 shows how a complex object can be represented as a
binary tree. The leaves of the tree represent primitives, while the nodes signify
operations. It is possible to store a Boolean operation tree, as well as a set of primitive
definitions in order to recreate any compound object. The example tree shown in Figure
X corresponds to the string:
 cuboid ∩ ellipsoid  −  cylinder a ∪  cylinder b ∪ cylinder c  
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Figure 11. Boolean operation tree ( adapted from [54] )

2.6 Constructive Volume Geometry
Chen and Tucker devised the Constructive Volume Geometry (CVG) framework
for describing algebraic operations on volumetric data. The primary deficiency of CSG is
its inability to describe the interior of the objects it is defining. CVG rectifies this
deficiency by working with objects defined by mathematical scalar fields, which, for our
purposes, are analogues to volumetric data. The CVG algebra provided by Chen and
Tucker was intended to foster further discussion rather than serve as a final standard [7].
Later work showed that any spatial object can be approximated by the use of CVG terms
to arbitrary accuracy [19]. This kind of algebra has been proven to be complete [20].
In their algebra, Chen and Tucker considered voxels with four distinct parameters:
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opacity (here analogous to density) and three colour fields representing red, green and
blue. Chen and Tucker defined versions of these operators suited for volume
visualization systems where the value for each voxel is composed of four components,
opacity, red, green and blue. Thus, colour information is assumed to be embedded in the
volumetric data.
Chen and Tucker defined the traditional CSG operations of union, difference and
intersection for the opacity fields O :ℝ [0,1] as follows:
union:

∪ O 1 , O2  = MAX O1 , O 2 

intersection:

∩ O 1 , O 2  = MIN O1 , O 2 

difference:

−O1 , O 2 = O 1 − O 2

where MAX and MIN are as specified in the appendix. Chen and Tucker showed that
CVG is a superset of CSG [6]. They defined additional operators for CVG other than
those available in CSG. These operators included cap and trim. For the opacity fields
these operators are as follows:
cap:

cap O1 , O2  = CAP O 1 , O2 

trim:

trim O 1 , O 2  = TRIM O1 , O 2

where CAP and TRIM are as specified in the appendix. The opacity class provided by
Chen and Tucker was restricted to non-negative values because opacity and colour values
from 0 to 1 are well-suited to visualization. To the best of our knowledge, no CVG
framework optimized for indirect visualization or using material identifiers has been
described in the literature.
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Chapter 3
Constructive Volume Geometry For Indirect Visualization
In this chapter, we discuss our approach to implementing a volume visualization
system that performs CVG for indirect visualization of volumetric density data. Section
3.1 discusses design assumptions and choices. Section 3.2 describes techniques for
developing visually correct volumetric primitives for indirect visualization. Section 3.3
defines the ICVG algebra designed for indirect volumetric rendering.

3.1 Assumptions and Choices
To enable manipulation of volumetric data, we introduce the Indirect Constructive
Volume Geometry (ICVG). We implemented ICVG in a volume visualization system
called Isovox. Isovox manipulates volumetric content and produces polygon models for
visualization. Surface colours for the models are obtained by texture mapping from a
texture external to the volumetric data. This mapping can be done through a variety of
methods, often using a method called triplaner mapping [12]. All voxel values are nonnegative integers in the range [L, H], where L is the lowest possible value and H is the
highest possible value. These values are well-suited to volumetric density data, which are
always non-negative. Floating point data would need to be converted to integers. A
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voxel in Isovox is represented as a single byte of data. The use of a byte data type, as
opposed to an unsigned integer, reduces memory requirements. For one byte voxels L is
0 and H is 255. Following the commercial volume editing tool 3D-Coat [42], we define
the surface threshold (S) to be the midpoint between L and H, i.e.
S=⌊

H −L
255 − 0
⌋=⌊
⌋ = 127.
2
2

3.2 ICVG Primitives
When defining primitives for indirect visualization of volumetric data, several
factors need to be considered. The straightforward approach to specifying primitives may
produce undesirable artifacts when indirect visualization is performed. Figure 12
illustrates the desired appearance of four common volumetric primitives, namely the
cuboid, the ellipsoid, the cylinder and the cone. In this section, we first define virtual
volume sampling functions in Section 3.2.1. We introduce clipping and padding in
Section 3.2.2 and then we describe the cuboid, ellipsoid, cylinder and cone primitives in
Sections 3.2.3 through 3.2.6, respectively.

Figure 12. Primitives constructed from volumetric data sets
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3.2.1 Virtual Volume Sampling Functions
We now define a virtual volume sampling function. Let ℕ represent the non3
negative integers. Let 
B =  B x , B y , B z  ∈ ℕ represent the upper bounds on a 3D space

with origin 0, 0, 0 . Thus, the volume's width, height and depth correspond to Bx, By
3
and Bz, respectively. Let V = V x , V y , V z  ∈ ℕ , such that V x B x , V y  B y ,

V z B z , represent a position in this space. Thus, the positions range from 0, 0, 0 to
 B x −1, B y −1, B z−1 . A virtual volume sampling function, f : V [L , H ] , specifies

the voxel value of a conceptual volume, given a position within that volume. The
function f takes a sampling position in an arbitrarily large volume as input and returns a
value within the range of [L, H] as output. This value represents a density.
Virtual volume sampling functions are resolution independent, meaning that we
can sample a virtual volume at any level of granularity. To fully reconstruct the virtual
volume at a specified resolution, we sample the virtual volume function at every point in
a conceptual volume at that resolution.
To generate a RAW file using a virtual volume sampling function at a resolution

B , we iterate through all combinations of x, y and z values, where x ranges from 0 to
B x −1 , y ranges from 0 to B y −1 and z ranges from 0 to B z −1 . For each

combination, we write the result of the sampling function for that combination to the
RAW file.
Each volume created by a virtual volume sampling function in our system is
specified in its own local space. Subsequently, transormation operations can be applied
to relocate primitives from these local spaces to world space. When Binary ICVG
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operations are applied to primitives, each specified in the local space defined by its
volume, the position of the second operand is transposed into the local space of the first
operand.

3.2.2 Clipping and Padding
As previously mentioned, the Marching Cubes algorithm operates on eight data
points at a time. Thus, data points along the edge of the volume cannot be processed in
the same fashion as the interior data points. Some implementations of the Marching
Cubes algorithm handle this difficulty by pretending the volume is surrounded by voxels
with L or H values. Suppose H values are used. If a surface in the volume extends to any
edge of the volume, then holes will appear in the polygon model where the surface
touches the edge. That is to say, some portion of the expected surface will not visualized.
This artifact is referred to as clipping. Figure 13 illustrates the clipping artifact on a
naive cuboid primitive, where the left face has been clipped.

Figure 13. Clipping on a naive cuboid primitive
To address the clipping issue, it would seem sufficient to assign L values to voxels
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outside of the volume, but doing so may make CVG operations on some objects less
efficient. The constraints of an application may ensure that some portions of a
constructed surface can never be viewed. If there are constraints of this fashion, then
time will be wasted performing surface construction and visualization of these unseen
boundaries. Suppose that mountainous terrain is created for a first person shooter game
but that the player can never see the mountains from below the surface. Therefore any
visualization of the bottom of the volume of these mountains is wasted.
A more flexible solution to this problem is to provide additional voxel values
called padding voxels surrounding the volume of interest. In the case of the cuboid
primitives, these padding voxels are set to L, to ensure the creation of the expected
surface model. In the mountainous terrain example, no such padding voxels would be
placed at the bottom of the volume, resulting in a visually correct, hollow model. If we
desired the bottom portion of the model to be filled in with polygons, a set of padding L
values could be added. Figure 14 (a) shows a visually correct unpadded terrain example
and Figure 14 (b) shows the hollow underside view of the same surface. Padding is used
in the Isovox system.

(a) View from above

(b) View from below

Figure 14. Hollow island surface displayed by Isovox
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3.2.3 Cuboid
The cuboid volumetric primitive is used for representing rectangular solids. The
construction of a cuboid primitive for CVG may seem trivial, but two issues need to be
addressed when designing such a primitive for indirect visualization, namely clipping and
beveling.
The naive approach to defining a cuboid primitive is to simply fill a volume
uniformly with H values. This approach suffers from clipping, but it can be avoided by
padding the outside of the volume, where needed, with L values, as described in Section
3.2.2.
The second issue is beveling. When a cuboid primitive is visualized, it should
have sharp corners. However, the naive definition of the cuboid primitive allows
beveling artifacts to appear on the edges of the visualized surface. Figure 15 shows how
a beveling artifact can have an undesirable smoothing effect on the cuboid primitive.
Observe how the edges of the cuboid have a smooth, rounded appearance.

Figure 15. Cuboid primitive with beveling artifact
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This issue can be easily understood by considering the two-dimensional case
rather than the three-dimensional one. Figure 16 illustrates the desired appearance of a
square primitive with a dotted line, while the solid line shows how the actual beveled
surface is constructed.

Figure 16. Cuboid beveling artifact

The beveling of the corner of the square primitive is an artifact of the Marching
Cubes algorithm. When the corner cell is sampled, one points out of four are within the
boundary of the volume, corresponding to the third case in Figure 2. The look up table
selects a diagonal corner piece to be placed in the cell. The vertices are positioned on
their related cell edges using linear interpolation. With the naive cuboid definition, the
interpolated surface needs to be between H and L density, which forces the vertices of the
constructed polygons to be placed on the midpoints of the edges.
Beveling is addressed by adding a one voxel thick layer of surface S value voxels
surrounding the interior H values of the cuboid. Figure 17 shows how adding these
surface value voxels around a square can remove the beveling artifact. Although the look
up function chooses a diagonal corner piece to be placed in the cell, as before, when the
location of the vertices are interpolated between L and S, they are placed touching the S
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side. Figure 18 shows a cuboid primitive with the beveling artifact removed, resulting in
sharp corners, as desired.

Figure 17. Removing the beveling artifact

Figure 18. Cuboid primitive without the beveling artifact

The ICVG cuboid sampling function f cu is defined as follows:

{

L if V x =0∨V x =B x −1∨V y =0∨
V y = B y −1∨V z =0∨V z= B z−1 ,

f cu  V  = S otherwise if V x =1∨V x = B x −2∨V y =1∨
V y =B y −2∨V z =1∨V z= B z−2 ,
H otherwise
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We restrict B x , B y , B z  2 . Given a position V , bounded within the volume

B , the cuboid sampling function f cu returns the voxel value at that
dimensions 
position, which is L, S or H. If the position is touching the bounding volume, then it is
assigned L. Positions that are one voxel away from the edges of the bounding volume are
assigned S. All other positions are assigned H. This method of defining the cuboid
sampling function overcomes the clipping and beveling problems described above.
An undesirable side effect of having the cuboid primitive contain three possible
values instead of two, i.e. it contains L, H and S values instead of only H and L values, is
that the potential for compression is reduced. The less homogenous a volume is, the
lower the expected compression ratio will be.

3.2.4 Ellipsoid
The ellipsoid volumetric primitives are used for representing spherical and other
rounded shapes. The naive approach to the ellipsoid primitive would be to linearly
interpolate values from H to L radially from the midpoint of the volume. Figure 19 (a)
shows the density function along some axis where the ellipsoid has radius R that results
from this approach. This approach produces a visually correct surface model, but it
suffers from three flaws. First, much of the volume will be filled with wasted space, i.e.
values outside of the surface model that do not affect construction. This wasted space
means that the ellipsoid surface is relatively small compared to the size of the volume.
Secondly, these invisible values may have undesired effects on CVG operations. Finally,
the volumetric data resulting from this approach will also be inefficient to compress
because the values inside the surface and outside the surface, which do not affect surface
construction, vary widely. Figure 19 (b) shows the density function corresponding to the
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ICVG virtual volume sampling function which addresses the issues with the naive
approach. Only a small amount of volume is allocated past the radius R , and values
well above the threshold S are assigned values of H.

(a) Naive density function

(b) ICVG density function

Figure 19. Density functions for ellipsoid primitives

⌊ ⌋

⌊ ⌋



Let 
R =  R x , R y , Rz  ∈ ℕ 3 , where 1 ≤ R ≤ B x , 1 ≤ R ≤ B y , , and
x
y
2
2
B
1 ≤ R z ≤ z , represent the desired radius in the X, Y and Z axes. Let
2
3

 =  V − 
R  , represent the position in the volume
T = T x ,T y ,T z  ∈ ℕ , such that T

⌊ ⌋

translated so that (0, 0, 0) corresponds to the center of the ellipsoid. We additionally
P x2 P y2 P z 2


define EllipsoidBody : P [0, ∞] , such that EllipsoidBody  P  =  2  2  2  ,
Rx R y Rz
which represents the well-known ellipsoid function. The ellipsoid sampling function
f el is defined as follows:
f el

{⌊

H if EllipsoidBody  T T   1,
 
V  = L if EllipsoidBody T −T   1,
S
otherwise
EllipsoidBody  T 

⌋
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where T = T / ∥T ∥ represents the unit vector in the same direction as T . Function
f el produces volume data that can be visualized as an ellipsoid. This function reduces
the number of unique values in the volumetric data by indentifying voxels that will not
influence surface construction. This calculation is not absolute, i.e., some values are
incorrectly labeled as having influence on the surface construction. These voxels are
assigned H values if they are inside the ellipsoid and L values if they are outside. Voxels
near the surface of the ellipsoid are assigned the value of one divided by the ellipsoid
body function, scaled by S. By calculating the near surface values in this fashion the
polygon model produced from the data will appear to have a smooth surface.
Nonetheless the volumetric data will be highly compressible due to the reduced number
of unique values.
An ellipsoid primitive constructed with the eillipsoid sampling function f el is
R of the volume. Function f el can be used to create a
centered around the center point 
variety of ellipsoidal shapes by altering the separate components of R . In cases where
an ellipsoid is defined in a volume such that R x = R y = R z , the resulting primitive is a
sphere.
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B = 32, 32, 32 (b) 
B = 16, 16, 16 (c) 
B = 8, 8, 8
(a) 

B
Figure 20. Ellipsoid primitives with varying 

The visual quality of an ellipsoid primitive is limited by the minimum component

B and 2 
R , which respectively limit the size of the volume and the ellipsoid
values of 
B =2 
R . For small values of 
R,a
defined within it. For our purposes, we assume 
roughness artifact appears. Quality is also limited by the range of possible values for
each voxel. When the range of values for the voxel is insufficient, a distinctive banding
artifact appears on the constructed polygon model. Figure 20 (a) shows the banding
artifact on an ellipsoid visualized using a volumetric ellipsoid primitive with

B =2
R = 32, 32, 32 and a voxel range of 256. This artifact can be reduced in
severity by increasing the voxel range. Figure 20 (c) shows the roughness artifact on an
B = 8, 8, 8 and the same voxel range. Figure 20 (b) shows no
ellipsoid with 
B = 16, 16, 16 , which is large enough to
distinctive artifacts on an ellipsoid with 
minimize the roughness artifact, but small enough to avoid the banding artifact.
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3.2.5 Cylinder
The cylinder sampling function f cy is defined as follows:

{

L if  EllipseBody  T −T 1 ∨ V y =0 ∨ V y =B y −1 ,
S if V y =1 ∨ V y =B y −2 ∧  EllipseBody  T T   1 ,

f cy  V  = H if EllipseBody  T T   1,
S
otherwise
EllipseBody  T 

⌊

⌋

P x2 P z2

P [0, ∞] is a function such that EllipseBody  P  =  2  2  ,
where EllipseBody : 
Rx Rz
which represents the well-known two-dimensional ellipse function. As can be seen from
the above definition, the cylinder primitive is related to the ellipsoid primitive. The base
of the cylinder is a two-dimensional ellipse, defined on the X/Z plane. Surface detail is
calculated in the same fashion as for the ellipsoid primitive, with the ellipsoid body
function replaced by a two-dimensional ellipse body function. The ellipse base is used at
each level of the cylinder, except for the ends, which must be treated differently in order
to cap the primitive. We use the sampling position height V y as a parameter to
determine if the position is vertically within the cylinder, i.e. between 0 and B y −1 . At
the vertical ends of the cylinder, S values are placed to form the surface, followed by L
values for padding.

3.2.6 Cone
When defining a cone primitive, it is important to consider where in the volume
the primitive's center point on the X/Z plane is to be located. If this center point is
located in the true middle of the volume, the tip of the resulting cone shape may contain
artifacts. Figure 21 shows the broken tip artifact, where the topmost portion of the
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primitive contains undesirable surface deformation. This artifact is a result of the logical
center being defined in-between voxels in the output volume. If the center of the cone is
forced to be on a voxel, this artifact will not occur.

Figure 21. Cone primitive with the broken tip artifact

Let

h = 1−

Vy

 B y −1 , which linearly interpolates from 0 to 1 based on the

absolute position in the volume, relative to the height of the volume. Let
2
2
  =  P x  P z  , represents ellipse
ConeBody : 
P [0, ∞] , where ConeBody P
2
2
 R x∗h  R z∗h
function, modified by the height-dependent h variable. The cone sampling function
f co is defined as follows:

{

L if V y =0 ∨ ConeBody T −T  1 ,
S otherwise if V y =1 ∧ ConeBody  T T   1 ,
f co  V  = H otherwise if ConeBody  T T   1,
S
otherwise
ConeBody T 

⌊

⌋

The cone sampling function is similar to the cylinder one, in that the base is
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defined with an ellipse. In addition to using the sampling height as a method of
determining if a position is vertically outside of the primitive, it is used as a parameter for
altering the desired radiuses of the cone. The variable h linearly interpolates from 1 to 0
as the position height value V y varies from the bottom to the top of the volume. This
value modifies the ellipse radiuses, reducing the values as the positions progress up the
cone. L and S padding are applied at the bottom of the cone.

3.3 ICVG Algebra
Chen and Tucker's definition of CVG operators was purposely general, and
allowed for real and negative values. Our modified algebra, called ICVG, concentrates
on the use of primitives and operations optimized for indirect visualization. Additionally,
the algebra limits its focus to a restricted range of non-negative integer values. The
ICVG union, intersection, trim and cap operations are the same as the CVG ones for
opacity, except that the input and output values are restricted to discrete positive volumes:
union:

∪  D 1 , D2  = MAX  D1 , D2 

intersection:

∩  D1 , D 2  = MIN  D 1 , D2 

trim:

trim  D 1 , D2  = TRIM  D 1 , D 2 

cap:

cap  D1 , D 2  = CAP  D1 , D 2 

The difference operator is defined differently in ICVG than in CVG to ensure that
the values in the resulting volume are always non-negative. We considered the following
three possible operators:
differenceA: −  D 1 , D2  = MAX  D1 − D 2 , L 

{

differenceB: −  D , D  = MAX  D1 − D 2 , L 
1
2
D1
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if D2 ≥ S
otherwise

{

difference: −  D , D  = MAX  D1 − D 2 , S  if  D1 ≥ S  ∧  D 2  S 
1
2
MAX  D1 − D2 , L  otherwise
DifferenceA represents the range-restricted version of the difference operator
described by Chen and Tucker [7]. Figure 22 (a) shows that the differenceA operator
produces undesirable artifacts on the surface of the resulting object when applied with an
cuboid for D 1 and an ellipsoid for D 2 . Observe that the cavity created in D 1 is
smooth, but every edge of this cavity has an apparent beveling artifact. Values in the
ellipsoid primitive that are below S are not visualized, but they affect the cuboid primitive
when the differenceA operator is applied. These problems are typical of those
encountered when combining any two primitives with differenceA. Figure 22 (b)
shows how ignoring these invisible values in the ellipsoid primitive results in a jagged
surface on the carved areas of the cuboid. This artifact appears because the ellipsoid
primitive owes part of its smoothness to these invisible values. As shown in Figure 22
(c), the difference operator combines the desirable features of the differenceA
and the differenceB operators. In cases where the surface of the source object is
visible and the surface of the operand object is not, this operator performs a subtraction
operation that is bounded between S and H. Otherwise, it acts in the same manner as
differenceA. The difference operator does not suffer from the beveling artifact
that occurs with differenceA, and it does not produce the jagged interior surface that
occurs with differenceB.
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(a) differenceA

(b) differenceB

(c) difference

Figure 22. Three possible difference operators

Additionally, ICVG defines the add and modulate operators as follows:
add:

  D 1 , D2  = MIN  D 1  D2 , H 

modulate:

∗  D1 , D2  = MIN  D 1 ∗ D2 , H 

These two operators may produce compound objects with surfaces not found in the
source primitives because when two densities that are lower than the surface threshold
are combined the result may be a density that is higher than the surface threshold. Thus
these two operations have less predictable behavior than the previously defined
operations.
We consider two possible divide operators, called divideA and divide. The naive
divideA operator is defined as follows:
divideA:

÷  D 1 , D2  =

{

D 1 ÷ D 2 if D 2  0
H
otherwise

and a more useful divide operator is defined as follows:
divide:

S L is a real number in the range 0 to 1

{

÷  D 1 , D2 , S L  = D1 ÷  D 2∗S L  if D2  0
H
otherwise
Since an object's surface is the middle of the valid range of possible voxel values, the
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divideA operator produces a compound object with no visible surface wherever
D2 ≥2 . The divide operator is similar to divideA, but it multiplies the divisor by a
scalar during each operation, providing additional control. The divide operator differs
from simply multiplying D2 by a scalar prior to dividing because it does not require us to
convert D2 to the real domain in order to provide small adjustments. The divide
operator can be implemented using floating point operations during calculations,
allowing for a greater range of results, but only integers need to be stored.
In addition to the binary operators just discussed, ICVG also includes scalar and
unary operations. A scalar operation is performed by applying the same arithmetic
operation to each voxel in volumetric data. An example of a scalar operation is to add a
single number to a data set in order to uniformly increase, or decrease, the densities. A
unary operator, such as inverse, requires a single operand. The inverse operation creates
a volume where the solid and empty volumes are reversed. Taking the inverse of an
object D 1 is equivalent to applying the difference operator to a full density volume and
D1 . The inverse operator can be implemented by computing its additive inverse, i.e.,

the difference between H and each voxel.
inverse:

I  D 1  =  H − D1 

The add, modulate, divide and inverse operators increase the potential for artistic
expressivity when using the ICVG algebra. When these operators are incorporated in an
interactive voxel-based editing tool, the results of applying them may be difficult for an
artist to predict, i.e., new surfaces may appear in the results. As an example, an artist
may choose to take a noise volume that is entirely below the threshold S and modulate it
with a primitive object to give the object a rough surface. Since the noise volume is not
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visualized, the artist cannot predict the exact effects, but may nonetheless find the result
pleasing.
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Chapter 4
Organization of Volumetric Data for Indirect Visualization
In this chapter, we discuss our approach to implementing a parallel volume
visualization system. Section 4.1 describes a data structure called a brick octree, which is
the basis of our approach. Section 4.2 proposes a voxel file format that serializes the
brick octree data structure, and 4.3 describes our approach to adaptive level of detail.
Section 4.4 describes Isovox, an implemented software system that embodies our
approach.

4.1 The Brick Octree Data Structure
In the brick octree approach to volume visualization, the voxel array is divided
into evenly sized subspaces of data called bricks, each represented as a node of an octree.
A brick octree is similar to an N3 tree [8], but it is restricted to 8 children for each node
and it is organized for indirect CPU-based volume visualization systems. In the octree, a
leaf node represents a brick in the original data array, and a nonleaf node represents a
single brick inferred from the bricks of its 8 children. Here, for simplicity, we assume
that all three side lengths of a brick are 2k voxels, for some integer k > 0. If the voxel
array does not fit exactly into a whole number of bricks, it is padded with zero values

47

until it does. The bricks are stored separately from the octree structure and referenced,
which allows spatial redundancy to be reduced, as explained in Section 3.2. Dividing the
voxel array into bricks allows surface construction to be performed in parallel because
each brick of voxel data can be processed independently of the others. The polygon
model of the surface is constructed by applying the Marching Cubes algorithm separately
to each brick.
To represent a RAW object in a brick octree, we first perform bricking, which
divides the voxel array into a series of non-overlapping bricks. A complete octree is then
constructed where each leaf node references one of these bricks, and each higher level
node references a brick created by down-sampling the bricks of the node's children.
As mentioned, our approach is designed for CPU-based, indirect visualization.
CPU-based implementations have access to a larger amount of memory than GPU-based
implementations.
Since the brick data are stored externally from the octree, we can represent them
in a variety of ways, each appropriate to a specific task. For the task of traversing an
octree, a simple pointerless octree representation can be used [49]. In such a
representation, nodes are stored in an array and the index for any node can be calculated
directly from its position in the tree. A pointerless octree representation allows for
constant access time to any node in the octree.
For the task of retrieving a brick in constant time based on its voxel space
coordinates, a pyramidal pointer array can be used. A pyramidal pointer array is a
specialized data structure for representing an octree. For an octree of height h, it consists
of three parts: (1) a 1D array of length h+1, (2) h+1 3D arrays of varying sizes, as
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explained shortly, and (3) numerous bricks of voxel data. Figure 23 shows the
organization of a pyramidal pointer array for an octree of height h = 2. The 1D array
stores pointers to the 3D arrays, and the 3D arrays store pointers to the bricks. Each
position in the 1D array corresponds to one level in the octree. For example, position 0
of the 1D array corresponds to level 0 of the octree. Each 3D array contains pointers to
all bricks at one level in the octree, which corresponds to accessing the voxel data at a
single level of detail. The term "pyramidal" is used because the 3D array at level 0 is
largest, with size 8h, and the 3D array at each succeeding level is 1/8 as large as the level
below it. In general, the 3D array at octree level i contains 8h-i pointers to bricks. The
brick pointers in each 3D array are arranged spatially in the array to correspond to the
relative positions of the bricks. Given the space coordinates of a voxel in the original
data and a number specifying the desired level of detail, we can use the pyramidal pointer
array to determine the corresponding brick in constant time, without traversing the brick
octree. We can also use this array to find the neighbours of a brick in constant time. This
is advantageous when performing CPU based, indirect visualization, because we do not
need to traverse the brick octree to find neighbouring bricks.
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Figure 23. Pyramidal pointer array

4.2 The VOD File Format
The Voxel Octree Definition (VOD) file format proposed here specifies how a
brick octree can be directly stored in a file. It provides five main features: (1) meta data,
(2) random access to bricks, (3) file compression, (4) memory redundancy reduction and
(5) support for parallel processing. The VOD format allows quick loading of the octree
because it is represented directly in the file, i.e., the octree is serialized directly. Random
access to bricks in the VOD file is also possible because of the representation, as
explained shortly. The VOD file specification can reduce the file size in two ways.
Firstly, for any duplicate bricks in the octree structure, only one copy of the brick is
stored and reference is made to this copy whenever duplications occur. Duplicate bricks
are detected by comparing hash values of the data in the bricks. Secondly, inlined
compression can be applied to each brick in order to exploit further redundancies in the
data.
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Figure 24 shows the specification for a VOD file. A VOD file stores a header, an
octree, and a potentially large section of brick data. The header gives meta information,
such as the dimensions of a voxel and a brick, as well as the size of the voxel data in bits.
We store the original volume dimensions, as opposed to the brick aligned ones, in order
to preserve the integrity of the original data. Brick aligned voxel dimensions can be
calculated by rounding the volume size up to the nearest integer divisible by the brick
size. The octree is stored as a series of brick IDs, arranged according to a preorder
traversal of the octree. A preorder traversal first visits the root and then recursively
performs a preorder traversal on each child of the root. Indirectly referencing the brick
data through IDs allows individual bricks of voxel data to be loaded as needed. The
VOD format is well suited to parallel processing because the voxels have already been
partitioned into appropriately sized bricks. In Figure 24, u32int refers to an unsigned
32 bit integer, and f32float refers to a signed 32 bit floating point number. All values
in a VOD file are stored in little endian format.
//File header information:
u32int
'.VOD'
// File Signature
u32int
fileVersion// 1
u32int[3]
volumeSize // Volume dimensions in voxels x,y,z
u32int[3]
brickSize // Brick dimensions in voxels x,y,z
f32float[3]voxelScale // World size of a single voxel
u32int
treeHeight
// Height of the root node
u32int
voxelSize
// Bits per voxel
u32int
hashAlgorithm // Identifies hash algorithm used
// e.g. SuperFastHash 'SFHS'
u32int
compAlgorithm // Identifies compression algorithm used
// e.g. FastLz 'FTLZ' Run-length 'RUNL'
u32int
flags
// Boolean bit flags
// 0 inlined compression
// 1 right hand brick padding
// 2 float data type
// 3-15 reserved for future vod versions
// 16-31 custom flags
// Octree structure: Preorder traversal of the Octree,
// each node is represented by a brickID.
// numberOfNodes = (8treeHeight - 1) / 7
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// brickID = 0 implies an empty node
for ( int i = 0; i < numberOfNodes; i = i + 1 )
u32intbrickID
//Brick Manager structure:
u32int
numberOfBricks // Number of unique bricks
//Brick file offset table
for ( int i = 0; i < numberOfBricks; i = i + 1 )
u32intbrickID
// Unordered brickID
u32intbrickFileOffset // Location of brick in file
u32intbrickHashValue // Hash of raw brick data
// size dependent on hashAlgorithm
//dataType is a variable type with exactly voxelSize bits
for ( int i = 0; i < numberOfBricks; i = i + 1 )
u32intdataSize
// facilitate variable size data
dataType data[dataSize]
// voxel information

Figure 24. VOD file specification

4.3 Adaptive Level of Detail
Level of Detail provides a mechanism for visualizing volumetric data at a lower
resolution in order to increase performance [29]. As mentioned in Section 2.3, the
GigaVoxel project used a frustum to guide adaptive LOD. This approach is well suited to
cases when the time required to update the visualization is insignificant, as with direct
visualization. Indirect visualization requires a preprocessing step to generate the surface
information, and thus performing adaptive LOD updates based on the frustum may not be
suitable.
For indirect rendering, we are unable to guide adaptive LOD based on the frustum
because it takes a noticeable amount of time to generate a surface, which may not match
the current camera frustum when finished. If the camera were to rapidly change direction
with an adaptive frustum guided LOD technique for indirect visualization, the viewer
might see visual artifacts, in the form of empty space or undesirably low detail polygon
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models, because indirect visualization cannot be performed sufficiently quickly.
In order to account for our inability to use the frustum to guide optimization in
indirect visualization, we propose the use of a spherical detail bias for indirect
volumetric rendering. Spherical detail bias uses multiple consecutive spheres of
increasing sizes, centred around the camera. Each conceptual sphere corresponds to a
specific LOD. The smallest sphere corresponds to the highest LOD, while each larger
sphere corresponds to increasingly lower LOD representations. Figure 25 illustrates how
spherical bias is used to determine LOD. Portions of the volume that touch the smaller
sphere have surface construction performed on higher granularity volume data then those
that are only in contact with the larger sphere.

Figure 25. Spherical detail bias driven adaptive indirect visualization

4.4 Implementation of the Isovox system
Using C++, we implemented the brick octree approach in a parallel indirect
volume visualization system called Isovox, as shown in Figure 26. The VOD file is
loaded from disk, a brick octree is constructed, the Marching Cubes algorithm is applied
to construct a polygon model of the surface (in the form of many polygons) and finally
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this polygon model is processed by the rendering engine. The OGRE rendering engine
was used to visualize our tests [21]. This design isolates the rendering engine from the
octree construction and file loading, reducing the coupling of the components. Two tasks
in Isovox are well suited for parallel exploitation: constructing a surface from voxel data
using the Marching Cubes algorithm, and visualizing a surface at multiple levels of
detail.
The task of constructing the polygon model of the surface is divided into subtasks,
each of which is to construct the surface corresponding to a brick of voxels. The subtasks
can be performed in parallel through the use of a grouped parallel FOR loop. In other
words, the entire list of bricks to be processed is subdivided, and each CPU core receives
a sublist of bricks to process. The results of the subtasks are merged into a solution by
converting the polygons produced by the Marching Cubes algorithm into the specialized
format used in the rendering engine. Each CPU core can construct the portion of the
surface corresponding to a separate brick. As an additional benefit, only bricks of data
that are immediately required for surface construction need to be loaded from the file and
stored in memory.
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Figure 26. The Isovox parallel, octree-based indirect volume visualization system

Even with the expected speed increases due to parallel processing of the Marching
Cubes algorithm, the implemented volume visualization system still requires a noticeable
amount of time to construct a fully detailed representation of the surface. Arguably, it is
beneficial to allow the user to instantly visualize the surface at a lower level of detail,
while the higher quality representation is being processed. Preparing a series of
representations, each a multiple of the previous in size, is referred to as geometric mip
mapping [9,1,40]. This task can be performed in parallel by exploiting the octree
structure, because we can efficiently retrieve voxel data in the form of bricks from
different levels of granularity, resulting in varying levels of detail for the representation.
When one level of detail for a given surface has been constructed, it can be used for
visualization and manipulation. While the user interacts with this visual representation, a
higher quality version of the surface (using eight times as much data, ignoring
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compression) can be constructed in the background. To obtain the higher quality version,
we use the same octree, but select different bricks and then repeat the Marching Cubes
and rendering steps with these bricks.
The brick octree supports geometric mip mapping by providing random access to
bricks of data at any level of the octree. Recall that a leaf node of the octree corresponds
to a brick of the original voxel data, while a nonleaf node corresponds to a brick
composed of scaled down versions of its eight child bricks. Because all bricks are of
equal size, the composition of a single brick from eight bricks involves the mapping of
eight voxels to a single one. This mapping can be performed by computing an average
(mean) or by some other calculation. For example, if at level 3, the densities of the 8
voxels are 4, 10, 6, 8, 2, 2, 4 and 4, then at level 4 the density of the single voxel can be
set to 5. Figure 27 shows a conceptual view of the diminishing influence of a brick as it
propagates up the octree. In the figure, a brick of 163 voxels, represented by a node at
level 0 of the octree, is represented by a single voxel at level 4. Visualization of such
voxel data with geometric mip mapping would be performed by first rendering the bricks
at level 4, then the bricks at level 3 and so forth until level 0 is reached.
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Figure 27. Geometric mip mapping of voxel data

Despite its advantages, the architecture shown in Figure 26 suffers from two
sequential bottlenecks. First, loading data from the VOD file on disk to memory is
sequential, due to hardware constraints. To perform loading in parallel, a hardware
solution, such as an array of hard disks in RAID mode could be used. However, this
solution is not presented here because we are targeting consumer level hardware, which
typically does not include such disks. Secondly, conversion of the polygons in the
polygon model into a format that can be handled efficiently by the OGRE rendering
engine is also performed sequentially. This bottleneck could be addressed by replacing
the rendering engine with one that has additional support for parallelism. Alternatively, it
could be partially addressed by adding mutexes to the portions of the code that cannot be
executed in parallel.
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Chapter 5
Experimental Results
We conducted a series of experiments to determine the effectiveness of the brick
octree approach as implemented in the Isovox system. We used the MRI, Aneurysm,
Ellipsoid and World data sets, as described in Section 5.1. The first series of
experiments, described in Section 5.2, measured the reduction in file size and loading
time for VOD format files compared to RAW format files. The second series of
experiments, described in Section 5.3, compared the performance of serial and parallel
indirect visualization using the brick octree approach on consumer level hardware.
Section 5.4 contains performance experiments pertaining to adaptive level of detail. The
host system for our performance based tests features a single Intel i7 920 chip with four
unique cores, each clocked at 2.67 Ghz [18]. The operating system was Windows XP 64
bit edition.
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5.1 Data Sets for Experiments
Table 2. Voxel data sets
Data Set
MRI [5]

Type

Size (in voxels)

Source of Data Set

Density

200x160x160

Medical Scanner

Aneurysm [48] Density

512x512x512

Medical Scanner

Small Ellipsoid Synthetic 200x160x160

Generated from the ellipsoid algorithm

Large Ellipsoid Synthetic 512x512x512

Generated from the ellipsoid algorithm

Small World

Synthetic 200x160x160

Generated from a Perlin Noise [41]
height-map

Large World

Synthetic 512x512x512

Generated from a Perlin Noise [41]
height-map

The MRI, Aneurysm, Ellipsoid and World data sets, which are described in Table
2, were used to test the Isovox system. The MRI [5] and Aneurysm [48] data sets were
obtained from public archives and are representative of data produced by modern medical
imaging systems. The medical data sets contain noise in the form of small density
variations. The synthetic Ellipsoid and World data sets were generated for this project.
The Small Ellipsoid and Small World data sets match the size of the MRI data set but
contain less noise. Similarly, the Large Ellipsoid and World data sets match the size of
the Aneurysm data set but contain less noise. The World data sets simulate geographic
terrain. A height map was generated using Perlin Noise [41], and then this map was used
to produce a voxel file in RAW and VOD formats. The Ellipsoid data sets were
generated in a similar fashion using the mathematical definition of an ellipsoid. The
interior of the ellipsoid is filled with uniform H values, while the exterior is filled with
uniform L values. The surface values of the ellipsoid vary depending on the ellipsoid
calculation, in order to produce a smooth surface. Compression of VOD files
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corresponding to the synthetic data sets was facilitated because of the lack of noise.
Based on the results of preliminary tests, a brick size of 163 was used for compression and
file loading experiments, and a brick size of 643 was used for surface construction
experiments. Using a brick size of 163 on surface construction experiments resulted in
unacceptably large standard deviations of the running time for these tests.
The RAW file format was selected for comparison to our VOD format in our
testing because of its simplicity. The RAWVOX file format would have performed
similarly to the RAW format. The BINVOX file format required the entire file to be
decompressed prior to performing surface construction, which would not have allowed a
fair comparison of file sizes. Due to the differences between the bricks in the VOD
format and the slices in the DICOM and f3d formats, comparison with these formats was
expected to lead to results which would be difficult to interpret.

Figure 28. Visualizing the Small World data set

Figure 28 illustrates a visualization of the Small World dataset using surface
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construction. The water, sky and palm trees are external to the Small World dataset. The
Large World dataset produces a series of smooth islands. A surface shader is applied to
the constructed surface in order to aid in visualization.

5.2 File-Size Reduction Experiments
Table 3. Size of RAW and VOD files
Data Set

MRI

Voxels

RAW Size
(KB)

Uncompressed Compression
VOD Size
Ratio
(KB)

5,120,000

5,001

3,084

1.62 : 1

134,217,728

131,072

123,664

1.06 : 1

5,120,000

5,001

2,164

2.31 : 1

134,217,728

131,072

19,588

6.69 : 1

Small World

5,120,000

5,001

2,108

2.37 : 1

Large World

134,217,728

131,072

24,976

5.25 : 1

Aneurysm
Ellipsoid
Large Ellipsoid

Recall from Section 4.2 that the VOD file specification reduces the file size
because, for any duplicate bricks in the octree structure, only one copy of the brick is
stored and reference is made to this copy whenever duplications occur. Table 3 shows the
sizes of the RAW and VOD files for all six data sets. The Aneurysm and MRI data sets
did not compress much because they contain a large amount of sampling noise. Although
similar bricks may exist in the data sets, they are each stored separately if any difference,
even a small difference due to noise, exists between them. The Aneurysm dataset had
fewer duplicate bricks than the MRI dataset and resulted in a lower compression ratio.
The synthetic data sets had higher compression ratios than the density data sets because
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they contain less noise.
The Large World and Ellipsoid data sets had higher compression ratios than the
Small variants of these data sets because of their comparatively larger size allowed more
opportunities for duplicate brick removal. It was expected that whenever the number of
voxels was increased, the probability of having duplicate bricks would be increased.

Table 4. Size of RAW and inlined brick compressed VOD files
Data Set

Compressed
VOD Size (KB)

MRI

Compression Ratio

1,932

2.59 : 1

83,060

1.58 : 1

Small Ellipsoid

272

18.39 : 1

Large Ellipsoid

2,512

52.18 : 1

Small World

2,108

15.62 : 1

Large World

4,016

32.63 : 1

Aneurysm

To further increase the compression ratio, traditional lossless compression
techniques were applied on a per-brick basis. The FastLz compression library was used
for our tests because of its ability to perform rapid compression and decompression [17].
Table 4 shows a dramatic increase in the compression ratio of VOD files when inlined
compression with FastLz is applied. All data sets had an increased compression ratio
when compared to their RAW and uncompressed VOD counterparts. The large synthetic
data sets compressed the most, achieving compression ratios of 46.89 to 1 and 52.18 to 1.
The density data sets compressed less, mostly due to the unpredictable noise present in
the data.
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5.3 Serial and Parallel Performance Experiments
Table 5. Elapsed Times for File Loading and Octree Construction
Uncompressed
Data Set
MRI

RAW (ms)

VOD (ms)

Compressed

Speed up

VOD (ms)

Speed up

854

103

8.29

171

5.00

11,795

2,761

4.27

3472

3.40

Small Ellipsoid

871

90

9.68

185

4.70

Large Ellipsoid

12,837

252

50.94

441

29.11

Small World

963

56

17.20

63

15.29

Large World

14,701

320

45.94

428

34.35

Aneurysm

Table 5 shows the elapsed times in milliseconds, for file loading and octree
construction, specific to the Isovox implementation, for RAW, uncompressed VOD and
compressed VOD files. The elapsed time for a VOD file is much less than for a RAW
file. For MRI and Aneurysm data sets, speed increases of 8.29 and 4.27 times were
observed, respectively, when using uncompressed VOD. The Large Ellipsoid dataset had
the largest speed increase of all the data sets when loaded as an uncompressed VOD, with
a speed increase of 50.94 times. Since the RAW files do not specify the nonleaf nodes,
much time was spent constructing the geometric mip maps for them. Reading a brick
from disk is also faster for VOD files than RAW files, because the data for each brick is
organized contiguously instead of scattered throughout the file. Also, since the VOD file
is typically smaller, the overall time it takes to transfer the file from disk to memory may
be reduced.
Both uncompressed and compressed VOD files loaded faster than their RAW
counterparts. The compressed VOD files took longer to load than the uncompressed
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VOD files as a result of having to decompress the data in each brick after reading it into
memory.
The parallel approach to surface construction can be empirically compared with a
sequential approach. Table 6 compares the performance of surface construction for brick
octrees at level 0, with varying numbers of processor cores. The observed times include
the time required to create a brick octree from an uncompressed VOD file in memory and
the time required to convert the polygons into the format required by the OGRE
rendering engine. Thirty trials for each setting were performed. The means and standard
deviations are reported.

Table 6. Sequential and parallel surface construction comparison
MRI
Processor Mean Time
Cores
(ms)

Large World

Standard
Deviation
(ms)

Speed
up

Mean Time
(ms)

Standard
Deviation
(ms)

Speed
up

1

705.90

15.40

1.00

1866.87

5.08

1.00

2

448.60

14.77

1.58

1088.30

15.42

1.72

3

359.01

13.35

1.97

850.77

12.77

2.20

4

292.67

12.71

2.41

631.17

13.79

2.96

With four cores, the speed up was 2.41 for the MRI dataset and 2.96 for the Large
World one. The MRI data set has fewer voxels and contains a more complex surface than
the Large World dataset. A lower speed up was observed in the MRI dataset than the
Large World dataset, because of a proportionally larger overhead to set up parallel tasks,
as well as an increase in the constructed surface area. The larger surface area results in
more sequential time being spent converting the polygons for use with the graphics
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engine. For the Large World dataset, Pestimated, the estimated portion of the time that the
code was being run in parallel, is calculated as follows [15]:

P estimated

1
1
− 1
− 1
SU
2.96
=
=
≈ 0.883
1
1
− 1
− 1
NC
4

where SU is the observed speed up, and NC is the number of processing cores used. A
speed up of 2.96 times on four cores suggests that 88.3% of the time, the code was being
run in parallel.

Table 7. Speed ups for parallel mip mapping.
MRI

Large World

Mip 1 Core 2 Core 3 Core 4 Core 1 Core 2 Core 3 Core 4 Core
Level
0

1.00

1.57

1.97

2.41

1.00

1.75

2.19

2.96

1

4.65

6.72

6.71

6.97

5.85

9.68

12.31

15.08

2

22.77

22.87

23.35

23.66

30.74

46.71

58.21

70.18

144.35

137.57

141.75

147.35

3

Table 7 shows the speed ups that resulted when using 1 to 4 CPU cores to perform
geometric mip mapping at levels 0 to 3. Let us first consider varying the mip level of the
polygon model to be rendered. In all cases, our approach performs faster for higher mip
levels, as expected, since these levels provide less detail. For example, on the Large
World dataset, on 1 CPU core, our approach performs indirect visualization 144.35 times
faster at mip level 3 than it does at mip level 0.
Now let us consider varying the number of cores. For both data sets, at all but the
highest mip level, increasing the number of enabled cores from 1 to 4 results in faster
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performance. Lower mip levels are shown to benefit from the number of enabled
processor cores. For example, on the Large World dataset at mip level 1, the 4 CPU core
parallel version performs 2.57 times faster than the sequential version.
Although a greater performance increase is achieved by performing surface
construction at a higher mip level than by adding more CPU cores, the resulting polygon
model is of lower quality. For this reason, the two speed ups cannot be directly
compared. At the highest mip level for each dataset, increasing the number of enabled
cores does not result in significantly faster performance. At the highest mip level, the
volume is represented as a single brick, and thus must be computed sequentially, so no
speedup should be expected.
The Isovox implementation did not achieve a linear increase in performance per
core. As mentioned in Section 4.4, file loading and octree construction are both
performed sequentially. Octree processing was performed by extensively modifying the
data and thus was not easily computed in parallel. As well, the OGRE rendering engine
used for the experiments is unable to perform, in parallel, the task of converting the
polygons produced by the Marching Cubes algorithm into a format usable for rendering.
This rendering engine cannot manipulate the scene simultaneously on different threads,
and it requires that requests made to it be processed with mutual exclusion.

5.4 Level of Detail Results
Experiments were conducted comparing the performance of uniform and adaptive
LOD surface construction using the brick octree approach on consumer level hardware.
The MRI, Large World and Large Sphere data sets, which are described in Table 2, were
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used as input to test the adaptive LOD visualization.
Figure 29 shows visualizations of the Large World data set where the polygon
models were built using uniform and adaptive LOD techniques. The camera is placed
high above the 3D polygon model, facing down. A checkerboard texture has been
applied to the polygon models. This texture indicates how much detail will be accessed
by the relevant technique at each location. It appears densely in areas that sampled high
resolution data, and less dense in areas that sampled lower resolution data. To improve
comprehensibility, a small space has been added between polygon models constructed
from different bricks. The original model, shown in Figure 29 (a), is uniformly of the
highest detail at all locations, i.e. it is at mip level 0. The adaptive version, shown in
Figure 29 (b), has the highest detail localized in the bottom left corner and a decreasing
level of detail as the distance from the lower left corner increases.

(a) Uniform high detail

(b) Adaptive level of detail

Figure 29. Checkerboard visualization of the Large World data set
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Table 8 shows the empirical results comparing uniform and adaptive visualization.
Multiple mip representations were built in order to perform uniform LOD. Higher mip
levels resulted in reduced numbers of polygons. Adaptive LOD visualization produced
between 76.37% and 89.94% reduction in polygons used. The adaptive LOD
visualization performed polygon reduction at levels between mip level 1 and mip level 2
of the respective data sets.

Table 8. Uniform and adaptive polygon efficiency chart
MRI
Visualization

Polygons

Large World

Reduction
(%)

Polygons

Reduction
(%)

2,350,878

Large Sphere
Polygons

Reduction
(%)

Mip 0

732,425

Mip 1

172,998

76.38

576,188

75.49

552,634

74.81

Mip 2

38,850

94.70

143,378

93.90

140,254

93.61

33,690

98.57

35,770

98.37

272,145

88.42

220,636

89.94

Mip 3
Adaptive LOD

173,040

76.37

2,193,430

Table 9 shows that surface construction times decrease in response to lower
resolution voxel data. In all cases, speed improvements are achieved by representing the
voxel data using a lower quality uniform LOD. Adaptive LOD also outperforms uniform
LOD at mip level 0 in all experiments. In the larger data sets, Large World and Large
Sphere, the adaptive LOD outperforms the first level of mip. Adaptive LOD
visualization achieves relatively higher performance on larger data sets because it is able
to better isolate the relevant portions of the volume in the octree representation. Figure
30 shows a visualization of the Large World data set using adaptive LOD; vegetation and
environment effects have been added. Figure 31 shows the result of modifying the Large
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World data set using the ICVG operations and primitives described in this thesis.

Table 9. Speed up for uniform and adaptive LOD
Visualization Speed up

MRI

Large World

Large Sphere

Mip 0

1.00

1.00

1.00

Mip 1

2.89

5.09

4.83

Mip 2

9.81

23.71

20.10

49.78

33.89

5.92

12.63

Mip 3
Adaptive LOD

2.70

(a) Visualized with grass

(b) Visualized without grass

Figure 30. Adaptive visualization of the Large World data set

(a) Before modification

(b) After modification

Figure 31. ICVG modifying the Large World data set
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Chapter 6
Conclusions and Future Work
In Section 6.1, we present conclusions that follow from research described in the
body of this thesis. In Section 6.2, potential future research on this topic is presented.

6.1 Conclusions
We described the brick octree approach to designing a parallel volume
visualization system for desktop and workstation computers. Due to the presence of
multiple CPU cores, consumer level hardware is now capable of efficiently visualizing
and manipulating large amounts of voxel data in parallel. As an original contribution, we
devised the Voxel Object Definition (VOD) file format, based on directly encoding a
brick octree. In our experiments, using this format decreased file size compared to the
RAW format and significantly reduced the time required to load a file. Furthermore, by
organizing the voxel data in a brick octree structure, the problem of surface construction
with Marching Cubes can be decomposed and solved in parallel with multiple CPU cores.
In our experiments, speed ups of between 2.41 and 2.96 were observed on a machine with
a single processor comprised of four cores. The observed speed ups suggest good
potential for the proposed method to scale with any future increases in the number of
cores.
70

The Isovox system has many advantages over similar systems on consumer level
hardware, where performance, storage and memory consumption are critical. It addresses
limited memory and storage issues through duplicate brick removal and inlined lossless
compression. The performance of indirect visualization is increased by utilizing
geometric mip mapping and parallel processing. Through these features, Isovox is able to
efficiently visualize volumetric data on consumer level hardware.
We described the ICVG algebra and provided descriptions of primitives for
volumetric data presented through indirect visualization. The concept of a volume
sampling function was introduced, and usage examples were provided for cuboids,
ellipsoids, cylinders and cones. We identified potential banding, beveling and clipping
artifacts and provided methods for avoiding them. Three alternative definitions for the
difference operator were described, and the visual results for indirect visualization were
compared. As well, the divideA, divide, modulate and add CVG operations were
defined. The inverse unary operation was also specified.

6.2 Future Work
In future work, possibilities for further voxel compression could be explored.
Bricks that only contain a small amount of variance could be averaged, and then only one
occurrence would need to be stored. This averaging would provide a form of lossy
compression that might reduce space requirements in the file and in memory. As well,
the VOD file format and brick octree could be extended to include a variety of
compression options, such as lossy frequency domain based compression [35]. For an
indirect volume visualization system, an appropriate lossy compression scheme would
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decompress the voxel data quickly and minimize data loss for values near the expected
surface threshold.
To increase the performance of loading compressed VOD files, and to reduce the
amount of memory required to load a VOD file, the brick data could be kept in
compressed form. Each brick could be decompressed when accessed, and if changed,
later re-compressed. This approach is expected to result in loading times similar to, or
faster than, those observed for uncompressed VOD files. It is also expected to result in
reduced memory requirements.
Further experiments could be conducted to evaluate the compression performance
of the VOD files. In particular, a comparison between the VOD and f3d file formats
might highlight the differences in compression that result from using bricks versus slices.
The size of a brick is independent of the data set, whereas the size of a slice is determined
by the X/Y dimensions of the data. Through these experiments we could determine what
kinds of data sets are best suited to be stored in the VOD file format.
Additional performance improvements should be investigated. Min/max values
for each brick could be stored and any bricks that contain only values above or below the
surface threshold could be quickly rejected prior to surface construction. As well, the
polygon model for each brick could be cached so that if a request for a brick with the
same hash value is made, the cached polygon model could be retrieved instead of
constructed. In cases where many references to the same brick exist, this should improve
surface construction performance.
For ICVG, experiments could be conducted on alternative methods for reducing
the remaining artifacts due to the difference operation. Alternative values of S should be
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investigated to determine if the visual impact of the artifact can be reduced. Modified
versions of the Marching Cubes algorithms could be investigated to see if their changes
to the resulting models affect the presence of the identified artifacts. The definitions of
the ellipsoid, cylinder and cone primitives can be improved by ensuring surface
information is only computed for the voxels who's values will effect surface construction.
Finding this tightest bound would improve compression and reduce the amount of
computations required to generate the primitives. Additional primitive objects could be
defined, including wedge, oblique cone, pyramid, capsule and prism [2]. Operators could
also be defined that affect the orientation of a volume. Specific attention would have to
be paid to handling cases where the rotated volume no longer fits into the original cubic
volume.
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Appendix
The following functions are defined on scalars in the range of [ L , H ]:

{
{

MAX  X 1 , X 2  = X 1
X2

if X 1 X 2 ,
otherwise

MIN  X 1 , X 2  = X 1
X2

if X 1 X 2 ,
otherwise

{

TRIM  X 1 , X 2  = X 1 if X 1≥ X 2 ,
L
otherwise

{

CAP  X 1 , X 2  = X 1 if X 1≤ X 2 ,
L
otherwise
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